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ABSTRACT
Mitigating space charge effects in the CERN Proton Synchrotron Booster (PSB) requires entering Bunch Lengthening Mode (BLM), traditionally a highly manual and time-intensive tuning process. This work transitions from discrete profile-to-correction regression (CBAM) to a continuous Reinforcement 

Learning framework (LSTM-TD3) to achieve stable, slowly converging phase optimisation. The agent achieves human-parity performance in simulation for both Double Harmonic (2H) and Triple Harmonic (3H) bunch lengthening, reducing optimisation time by over 80%. Currently, only the 2H unoptimized 

agent has been experimentally validated in the PSB; the fully optimised 2H agent and the 3H agent are pending experimental validation. A comprehensive Graphical User Interface (GUI) is currently under development to ensure complete operator control.

2. CLASSICAL OPTIMIZERS: WHY THEY FAIL

☀ 2H Limitations: Bayesian Optimisation (BO) demonstrated 

that classical metrics (Fig. 5) fail to consistently achieve 

correct BLM phasing across the wide variety of operational 

profiles. Consequently, 2H requires a supervised dataset 

approach.

☀ 3H 5D Feasibility: since the singular goal is profile flattening, 

BO identified Kullbeck-Leibler (KL) Divergence as the optimal 

objective metric, enabling an objective-based learning 

paradigm.
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Figure 4: Variety of DH Profiles That Can Be Obtained in the PSB

Figure 5: Profile Metrics Considered For Objective Value with KL Divergence Identified as Optimal

SymmetryFWHM Flatness Bunching Factor

Max

Mean

KL Divergence ☀ Algorithmic Ceiling:

Classical optimisers lack the 

temporal awareness and high-

dimensional efficiency required 

to solve the 5D 3H continuous 

control problem, demanding an 

ML-driven strategy. 
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3. METHODOLOGY: LSTM-TD3 AGENT

Dataset Generation & Augmentation

☀ Generalisation Strategy: Profiles, additional 

parameters and actions are max-normalised to avoid PSB-

specific overfitting.

☀ Augmentation: Simulated datasets are enhanced 

with𝓝(0, 10%) noise and artificial baseline droop to 

mimic the beam's wakefield interactions with the WCM.

☀ 2H State: 1000-bin normalised profile, 

approximate synchronous phase 𝜱𝒔𝒂𝒑𝒑
 

☀ 3H State: 1000-bin normalised profile, 

normalised voltages (𝑽𝒏/𝑽𝒎𝒂𝒙) , normalised 

magnetic field rate ( ሶ𝓑/ ሶ𝓑𝒎𝒂𝒙) , and 

representative KL divergence metric.

☀ Physics Rationale: Higher harmonics flatten the potential 

well 𝑼, elongating the bunch profile 𝝀 and reducing tune 

footprint incursions, thereby avoiding transverse resonance 

modes. This requires parameter tuning.

1. PROBLEM STATEMENT

Figure 1: Effect on Tune Diagram of Single, Double and Triple Harmonic 

Longitudinal Bunch Profiles 𝝀 in BLM [1]
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Figure 2: Double (left) and Triple (right) Harmonic Voltage, Potential Wells and Inner (dashed) and Outer (full) Separatrices Under 𝚫𝑬𝒔(energy gain per 

turn) = 0 (blue), 2 (red), 4 (yellow) 

Figure 3: Effect of Filling Factor (FF) on the Longitudinal Bunch Profile 𝝀 
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Figure 6: Measured (left) and Simulated (right) Baseline Droop Effect on Bunch Profiles
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Combination of Features

LSTM-TD3 Model Architecture

Training Procedure & Reward Shaping 

1. No Bucket Area Penalty

2. Base Distance Reward: - 𝜟𝜱𝒐𝒑𝒕 

3. Progress/Decline Reward 

4. Convergence Bonus

5. Action Cost Penalty

2H 3H

Phase 1: 

i. No Bucket Area Penalty

ii. No 𝑉2or 𝑉3 Penalty

iii. Insufficient Bucket Area Penalty 

iv. Bucket Area Progress Reward

Phase 2: 

i. KL Divergence Reward

ii. KL Progress Reward

iii. Action Cost Penalty

Rewards must be bounded

ℎ𝑙en = memory length

Environment

Actor

Critic x2

“How good are my 
actions?”

“This is how to 
improve them”

𝑠𝑡+1, ra𝑡

3. METHODOLOGY (CONTINUED)

Prioritized Replay Buffer (PER)

𝑠𝑡−1, 𝑎𝑡−1, 𝑟𝑡−1, 𝑠𝑡 , 𝒑𝒕−𝟏

𝑠𝑡 , 𝑎𝑡, 𝑟𝑡, 𝑠𝑡+1, 𝒑𝒕

…

Novelties Introduced To LSTM-TD3 

☀ Priority 𝒑 = TD Error (Critic Update Error)

☀ Higher priority implies the transition 

gets sampled more often. There is 

more potential to learn from the 

transition.

Introducing Huber Loss & Dynamic Profile Thresholding

Threshold

Figure 7: Stabilizing Effect of Huber Loss on Critic (Q) Loss and Reward Improvement of Dynamic Thresholding 
to Remove Non-Descriptive Features 

☀ Learnable threshold changes depending 

on the total area of the profile ∝  𝐹𝐹

☀ Lower 𝐹𝐹 requires looking more at 

edges → lower threshold

☀ Higher 𝐹𝐹 requires looking more at 

peaks → higher threshold

Real-Time Training Diagnostics Using Comet.ml

Figure 8: Early and Late Training Behaviors For 3H Agent (Snapshots of Animations) 

☀ Comet.ml allows for 

accessible, real-time 

review of outputted 

metrics (rewards, Q-

losses, etc.), figures, 

and animations as your 

agent trains in a cluster.

☀ This allows reducing 

computational waste if 

training degrades in 

early epochs.

4. SIMULATION RESULTS

Hyperparameter Optimization Done Through BO Framework Optuna: TD3 Parameters Are Most Influential

2H Optimization: Solutions after 10 iterations (~5 min in the PSB) 

Figure 9: 2H Agent Φ2(t) Solution and Corrections (left) & Initial and Final Waterfall Plots (right) for the 1.4 GeV ISOLDE Cycle 

Figure 10: 2H Agent Φ2(t) Solution and Corrections (left) & Initial and Final Waterfall Plots (right) for the 2.0 GeV Splitting MTE Cycle 

3H Optimization: Solutions after 30 iterations (~15 min in the PSB but converges in 20 it.)

Figure 11: 3H Agent Waterfall Plots for the 1.4 GeV Cycle Figure 12: 3H Agent Waterfall Plots for the 2.0 GeV Cycle 

Generalization Capabilities: Exotic Cycles and Changing Impedance 

Figure 13: 3H Agent Waterfall Plots for the 1.4 GeV Cycle With Double 

Impedance (left) & High ሶ𝓑 (right)

Figure 14: 3H Agent Parameter Exploration for High ሶ𝓑 1.4 GeV Cycle

☀ Unsupervised Agent  learns complex 5D interdepen-dencies while 

maintaining bucket area, handling double impedance conditions, 

and sacrifices flattening to prevent bucket area collapse under 

unprecedented ሶ𝓑.

5. CONCLUSIONS

☀ LSTM-TD3 Agent combined with Huber loss, PER and thresholding 

yields the highest simulated performance across PSB operational 

cycles.

☀ Memory elements replicate convergent human behavior.

☀ Framework generalizes to 3H control without labels, extracting 

safety-aware strategies across the entire cycle simultaneously 

purely from reward shaping.

Core Findings Future Work
1. Empirical validation of optimised 2H and 3H agents 

2. Dedicated 3H agent Optuna hyperparameter tuning

3. Deployment of comprehensive operator GUI 

4. Test cross-accelerator compatibility with LEIR

5. Implement online PSB learning for 2H and 3H agents

6. Add partial constraint feature (e.g. locking 𝑉1 in place)

7. Train on above-transition datasets for phase inversion
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