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Autonomous Optimization of RF Triple Splitting in the 
CERN PS

Reinforcement learning (RL) is a powerful technique for optimizing complex beam manipulations. An RL-based autonomous controller has been developed for the triple splitting 
RF manipulation in the CERN Proton Synchrotron (PS), essential to establish the bunch spacing for the LHC. The system combined a convolutional neural network for initial phase 
correction with sequential soft actor-critic agents optimizing the RF parameters. Trained with simulated bunch profile data, the controller demonstrated robust and rapid convergence 
during early beam tests. This motivated the deployment as an on-demand tool and later as a fully autonomous controller. However, changes to the RF voltage program or operating 
conditions would require offline simulation, dataset regeneration, and retraining. With the experience gained running the RL controller, its replacement by a PID-based solution requiring 
only gain tuning while achieving comparable performance has been completed. This case study highlights both the strengths and limitations of RL for autonomous accelerator control and 
underlines maintainability as a key criterion for operational implementations.

Introduction

RF Triple Splitting and ML optimizer

Long term operation: from RL prototype to PID controller
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The RF triple splitting is facilitated by pulsing 
several RF cavities ranging from 10-20MHz at 
different harmonics, specifically h = 7, 14, 21 
[1]. To minimize bunch-by-bunch variations, 
the relative phases between the different 
harmonics as well as the voltage ratio must be 
precisely adjusted, creating an optimisation 
problem with at least three parameters:
● ϕ14, ϕ21, V14 .

Splitting quality is measured by comparing the 
final bunch profiles through an MSE loss [2]. FIG. 1. Voltage programs of active RF and long. phase 

space at various times of triple splitting.

Using ML models trained purely on 
pre-simulated data from BLonD [3], a 
successful on-demand optimizer was 
deployed in 2023 to operations. It 
leveraged three ML models applied in 
sequence:

Convolutional Neural Network (CNN)
 → For initial coarse phase corrections
Two Soft Actor-Critic RL agents,

○ SAC-Phase, optimizing ϕ14, ϕ21.
○ SAC-volt, optimizing V14 

assuming phases are optimal.

The fully autonomous controller using RL and ML methods was proven effective, but 
was not without downsides. Mainly, concern was raised regarding maintainability: 
any time the RF program is drastically changed, or machine state drifts outside the 
simulated training space both re-simulation and re-training may be required. This, 
along with further understanding of the problem, led to a re-design of the controller.

● Further decoupling of parameters: Phases and voltage parameters already 
separated. With new metrics and forward propagation of settings changes 
each parameter could be made (approximately) independent.

● Enabled PID-based control: One controller, with one specific metric, for each 
triple splitting parameter

● Same final performance, much simpler implementation
● Operationally deployed and current mode of operation in the PS

FIG. 3. Optimization episode 
collected in the PS.

From on-demand to continuous control

RL in operation: Continuous control

Continuous control was initially blocked due to 
limitations from beam observation system.
● In late 2024, new longitudinal beam observation 

(LBO) was introduced [4]
● Introduced per-cycle, permanently available 

beam observation for the full splitting process → 
Enabled conversion of on-demand script to 
fully autonomous controller

FIG. 2. Flowchart of the application of 
the CNN and RL models during 
operational tests.

Simplify problem to three 1d optimizations, with one metric designed 
specifically for each parameter [5]:

➢ A symmetry score to control the first part of the splitting, ϕ14
○ Split the initial bunch at its centre

■ Compute the symmetry score
➢ Balance the left and right bunches (eq. to L

Q-phase
),  ϕ21

○ Based on bunch intensity
➢ Balance the centre bunch against the extremities, V14

○ Based on bunch intensity

Fully autonomous RL + CNN controller was deployed early 2025, automatically 
tuning the triple splitting for LHC-type beams for several months → Demonstrating 
effectiveness of the trained models!

Fig. 6. Three months of operational data delivering beam for the LHC after deployment of the 
fully autonomous scheme.

Fig. 7. Stress test performed with operational autonomous implementation. 
Overall, the plots show that for each perturbing action made, the criteria for the 
optimizer are pushed above their activation thresholds, and the agents quickly 
act to restore beam quality within a few steps of interaction.

To further validate the 
autonomous implementation 
a controlled stress test was 
performed:
● Changing beam intensity
● Inducing phase errors
● inducing voltage errors

System autonomously 
corrects each perturbation 
with no need of operator 
intervention!

FIG. 5. Flowchart of autonomous controller 
loop.
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FIG. 4. Illustration of loss 
functions. LQ-phase compares outer 
bunches and is used for phase 
optimization, while LQ compares all 
bunches to each other: and is used 
for final voltage optimization
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Long-form operational performance

MSE: Mean Square Error
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